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Summary 
This case study explores the parallelization of the Speex audio compression library. 

In VoIP, conferencing, and multimedia applications, the audio and video codecs run 

together while the total amount of CPU cycles per frame is limited. 

By introducing threads, the audio codec can be improved to use cores more effectively, 

freeing up CPU cycles which could then be diverted to the computationally-intensive 

video processing, or to higher-level audio processing. 

Usually, parallelizing a codec requires spending time to understand how it works from a 

system block perspective. 

Driving the Speex parallelization from Prism allowed us to reach a reasonable target of 

⅓ in-frame speedup while avoiding the traditional approach, thus saving time and effort. 
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Overview 

The Speex library 

Speex is an Open Source patent-free speech compression library written in C. It is well-

adapted to Internet applications such as VoIP, and is based on Code-Excited Linear 

Prediction – CELP (Schroeder and Atal, 1985) which is inherently lossy. 

Speex accepts 8 kHz narrowband or 16 kHz wideband raw bit streams as its input. 

Narrowband frames are 20 milliseconds long and contain 160 samples. Wideband 

frames are 40 milliseconds long and contain 320 samples, as they include a 

narrowband and a wideband component of equal size. 

Speex outputs encoded narrowband packets, with an optional wideband part. spx is the 

standard extension of files containing speex packets. Various bit rates are possible 

depending on the encoding quality parameter. 

This case study uses wideband encoding mode at a quality level of 10 (with an output 

bit rate of 42,400 bps) which guarantees that the encoded speech is faithful to the 

original. This quality level is suitable for high-quality telephony applications, music 

recording, and any general use of the encoder where any distortion would be 

unacceptable. Each encoded packet is 53 bytes long.  

Testbench 

For this investigation we have made a testbench program called duplex that simulates 

duplex communication, run on a generic dual-core system. 

Before any processing takes place, duplex copies into memory the raw audio file 

in.raw, 16 kHz 16 bits per sample, and the spx file in.spx, wideband 16 kHz 16 bits per 

sample, which is the speex-encoded version of in.raw. 

After the computation is completed, speex outputs two files: out.spx, the encoded 

version of the raw input, and out.raw, the decoded audio from the input spx file. 

The in.spx and out.spx files must have the same contents, while in.raw and out.raw 

differ because the compression is lossy. 

In this case study we always compare the contents of in.spx and out.spx after all code 

changes, to ensure their validity. 
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Why parallelize Speex 

In a typical VoIP application, the bit rate is constant, and data travels as TCP packets. 

There are no corrupted packets, but there could be missing packets. 

Any codec suitable for VoIP must encode and decode voice within the imposed frame 

duration, 40 ms in this wideband case, while coping with missing packets. 

While Speex does that already, it is interesting to investigate with Prism if it could be 

made to work faster within each frame. This would free up processor cycles for other 

tasks, such as video stream compression, or help lower the CPU’s power consumption. 

Methodology 

To parallelize the code we will analyze it, explore and select the optimal parallelization 

strategy, modify the code, and 

then verify the improvements. 

The Prism workflow phases are: 

¶ Rapid analysis to discover 

potential parallelism in the code 

¶ What-if exploration to emulate 

different numbers of cores, 

threads and dependencies in the 

system 

¶ Performance tuning through 

analysis of cache and processor 

pipeline behavior 

¶ Verification that threaded code is 

free of data races and will work 

predictably. 

In this case study analysis and exploration are done together, and there is no 

performance tuning because we have kept to a generic architecture. 

The entire process is iterated until either a satisfactory speedup is achieved or further 

improvements are impossible. 

Explore  

 

Tune  

 

Implement  

Analyze  

Verify  
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Sequential Code – Exploration 

Execution Profile 

Prism analyzes application execution data. 

The prismtrace program runs an application and gathers the data in a trace file 

dynamically, i.e. while the application is running. prismtrace is part of the Prism tools. 

After loading duplex’s trace in Prism, it is evident from the Function view (Figure 1) that 

encoding is the most computationally-intensive function. This is in accord with the 

Speex author’s own observations (Valin, 2002). 

 

Figure 1 

So investigating how to run encode  and decode  in parallel is not a top priority. 

Figure 2 shows how the workload is shared among the functions called by encode . 
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Figure 2 

Most time is spent in the split_cb_search_shape_sign  function, which essentially 

searches through a codebook.  sb_encode  calls split_cb _search_shape_sign  

both directly and through nb_encode . 

Execution flow 

Examining the source code of the sb_encode  function reveals the execution flow in 

Figure 3. 
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Figure 3 

sb_encode  calls nb_encode  and waits for its completion before continuing. 

For each frame processed, the narrowband and wideband components are split into 

four subframes each. 

The time-consuming split_cb_search_shape_sign  function is called twice within 

nb_encode  for each narrowband subframe, and likewise twice within sb_encode  for 

each wideband subframe. 

Data frames, stored in TCP packets in a real VoIP application, arrive one at a time. So 

encoding entire frames in parallel, i.e. running multiple threads of sb_encode  

concurrently, has no benefit. 

The best strategy is running sb_encode  and nb_encode  in parallel as much as 

possible within each frame. This will require moving the nb_en code  function call out of 

sb_encode . 

Dependencies 

We can establish if it is possible to separate nb_encode  and sb_encode  by running a 

what-if analysis in Prism. 

In the Function view we force nb_encode  and sb_ encode  to become separate tasks 

(Figure 4). 

sb_encode 

 
nb_encode 

split_cb_search_shape_sign 

split_cb_search_shape_sign 

split_cb_search_shape_sign 

split_cb_search_shape_sign 

× 4 

× 4 
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Figure 4 

The Dependencies view (Figure 5) then shows the data dependencies between them. 

All dependencies involving main  can be safely ignored, since they will be left 

unchanged. 

We have chosen to work within a single frame, so we can also ignore the dependencies 

from nb_encode to itself and from sb_encode to itself. 
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Figure 5 

It is possible to expand dependencies and see the specific lines of code in which they 

occur. 

From a high-level perspective, data can be classified as: 

1. Inputs 

2. State 

3. Outputs 

Input data comes into the sb_ encode  function as a pointer to the current frame, called 

vin . 

There is a state structure, called st , holding information used both by sb_encode  and 

nb_encode : the functions operate on the shared state, causing many real 

dependencies between themselves. 

Output data is stored in a SpeexBits  structure called bits . 

To run nb_encode  and sb_encode  in parallel, we have to decouple the inputs, state, 

and outputs. 

Table 1 lists all dependencies in the order of their detection, and classifies them. 
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Table 1 

From To Data Object Involved Classification 

highpass  sb_encode  vin , through pointers Input 

nb_encode  compute_rms  st - >exc  State 

nb_encode  nb_encoder_ctl  st - >pi_gain  State 

nb_encode  nb_encoder_ctl  st - >innov_rms_save  State 

nb_encode  sb_encode  vin , through st - >winBuf  Input 

speex_bits_pack  speex_bits_pack  bits  Output 

compute_rms  nb_encode  st - >exc  State 

nb_encoder_ctl  nb_encode  st - >pi_gain  State 

nb_encoder_ctl  nb_encode  st - >innov_rms_save  State 

qmf_decomp  highpass  vin , through pointers Input 

 

Input data  

Input data is easily decoupled at the beginning by copying it into two newly-allocated 

memory areas which nb_encode and sb_encode can independently access. 

Output data  

The dependency on bits  is easy to solve by introducing two separate SpeexBits  

structures which nb_encode and sb_encode can independently access. The two 

structures are joined and re-form bits  at the end of the frame computation. 

State 

It should be mentioned here that speex is run in Constant Bit-Rate mode (CBR) in this 

case study, but a Variable Bit-Rate mode (VBR) is available too. If such mode is used, 

then additional State dependencies will appear (specifically, on the st - >submodeID  

and st - >relative_quality  data objects). 

st->innov_rms_save 

st - >innov_rms_save  is shared between sb_encode and nb_encode only if the 

innovation saving mode is set in sb_encode , as in the original source code. This 

dependency can be easily removed by commenting out the few lines of code in 

sb_encode and nb_encode which deal directly or indirectly with innov_rms_save . 
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This does not affect the encoding process because the CBR wideband mode does not 

use the saved innovation. 

st->pi_gain 

nb_encode  modifies st - >pi_gain  within its subframes loop, where the computation-

intensive split_cb_search_shape_sign  function is called. 

Yet, st - >pi_gain  is calculated before all split_cb_search_shape_sign  function 

calls. 

All local variables st - >pi_gain  depends on are calculated before the subframes loop, 

i.e. once per frame. 

Therefore, st - >pi_gain  can be brought out of the subframes loop, which means that 

it can be brought out of the nb_encode  function, removing the dependency altogether. 

st->exc 

The excitation exc  depends on the results of the split_cb_search_shape_sign  

function calls. 

Bringing it out of nb_encode  function would entirely duplicate the 

spl it_cb_search_shape_sign  computation. 

So the Read-after-Write dependency on exc  cannot be solved in a way that would 

make sb_encode  and nb_encode  run completely in parallel. 

At this stage we decided to change the source code and remove all dependencies 

except for the one on exc . 

Code changes 

There are three types of data dependency: 

- A Read-After-Write (RAW) dependency is caused by writing to a memory area 

and subsequently reading from it. 

- A Write-After-Read (WAR) dependency is caused by reading from a memory 

area and subsequently writing to it. 

- A Write-After-Write (WAW) dependency is caused by two subsequent writes to 

the same memory area. 

Only RAWs are true dependencies: they represent logical message-passing achieved 

by sharing data between different parts of the program. 
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Compared to other dependencies, they require more code restructuring, and may even 

be unmovable. 

This specific case study involved a consistent amount of restructuring at the beginning 

because there were many true dependencies. 

A new function was created to take care of calling sb_encode  and nb_encode , 

dealing with their synchronization and with input and output data. 

Since the speex library expects to contain a function called sb_encode , we created a 

new function with that name to replace the old sb_encode , which in turn we renamed 

wb_encode . wb stands for wideband, since it encodes only the wideband part of the 

signal. 

The new sb_encode  covers these requirements: 

- initialization of all data objects in common between nb_encode  and wb_encode  

- calling nb_encode  and wb_encode  

- combining the two functions’ output back into a single encoded packet. 

This implementation of sb_encode  runs the narrowband and wideband computations 

sequentially. Later on we will move to a pthread-based implementation. 
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Sequential Code – Verification 
After modifying the code, we traced the duplex program again. 

The Dependency View (Figure 6) shows that only the exc  data dependency is left 

between nb_encode and wb_encode , confirming that we effectively removed the 

others. 

 

Figure 6 

Dealing with exc 

We can map the exc  dependency in the Schedule view by right-clicking it in the 

Dependencies view and selecting Mark in the schedule. Figure 7 shows what happens. 
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Figure 7 

The four green markers indicate where the elements of the exc  array are made 

available for reading during the execution of nb_encode . 

The values are evenly spaced because they are calculated as results of each of the four 

subframe computations. 

It appears, however, that wb_encode  does not read them as soon as they are ready; 

the actual reading happens in the area of wb_encode  marked with what appears to be 

a red arrow at this zoom level. 

Zooming into the wb_encode function (Figure 8) shows us how it actually retrieves 

exc . 
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Figure 8 

At the beginning of its execution, wb_encode  fetches all elements of the exc  array by 

repeatedly calling the compute_rms  function, thus serializing itself on the last element 

of the array. 

Instead of the current implementation, calculating the rms value subframe by subframe 

within wb_encode  will allow a much higher level of parallelism. 

Code changes 

wb_encode  calls nb_encoder_ctl  to initialize its excitation. 

To implement the subframe-by-subframe strategy, in wb_encode  it is sufficient to: 

1. comment this line out: 

     speex_encoder_ctl(st - >st_low, SPEEX_GET_EXC, low_exc_rms);  

2. comment out the el  variable initialization 

3. and finally insert these lines in its place: 

           EncState *st_low = ( EncState *) st - >st_low;  

           el=compute_rms16(st_low - >exc+su b*  

(st_low - >subframeSize),st_low - >subframeSize);  
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compute_rms 16  comes from the function nb_encoder_ctl  where it was originally 

called. 

The result can be seen in Figure 9, obtained from retracing the duplex program after 

recompilation. 

 

Figure 9 

Making the library multithreaded now will parallelize execution, even though we expect 

a race hazard on exc  because there is no synchronization mechanism in place to 

ensure that reads and writes to the elements of the exc  array will happen in the right 

order. 
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Multithreaded Code – Exploration 
We now use the pthread_create and pthread_join functions to make 

nb_encode and wb_encode run as separate threads. We modify sb_encode  to 

create both threads, and to join them before assembling their output into a single 

packet. 

Tracing with Prism the multithreaded duplex program (Figure 10, Dependencies view) 

shows that there is a data race on the exc  dependency, as expected. duplex outputs 

an out.spx file containing data in random order. The schedule, however, shows also an 

improvement in parallelization. 

 

Figure 10 

Code changes 

The data race can be easily solved by applying a mutex and condition variable control 

on the code sections where the exc  data is being read or written into. 

In sb_celp.c: 

         /* Synchronizing the reader */  
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         pthread_mutex_lock(&syn.exc_mutex);  

         while(!syn.exc_ready[sub]) pthread_cond_wait(&syn.exc_cond, 

&syn.exc_mutex);  

         el = compute_rms16(st_low - >exc+sub*(st_low - >subframeSize), st_low -

>subframeSize);  

         pthread_mutex_unlock(&syn.exc_mutex);  

         /* end of synchronization */  

In nb_celp.c: 

Synchronisation syn = {.exc_ready = {0,0,0,0}, .exc_mutex = 

PTHREAD_MUTEX_INITIALIZER, .exc_cond = P THREAD_COND_INITIALIZER};  

and: 

         /* Synchronizing the writer */  

         pthread_mutex_lock(&syn.exc_mutex);  

         for (i=0;i<st - >subframeSize;i++)  

          

exc[i]=EXTRACT16(SATURATE32(PSHR32(ADD32(SHL32(exc32[i],1),innov[i]),SIG_SHIF

T),32767));  

         syn.exc_ready[sub ] = 1;  

         pthread_cond_signal(&syn.exc_cond);  

         pthread_mutex_unlock(&syn.exc_mutex);  

         /* end of synchronization */  
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Multithreaded Code – Verification 
Tracing duplex after these changes shows that the data race is gone (Figure 11). 

Moreover, out.spx now has the same contents as in.spx.  

 

Figure 11 

Threaded encoding 

In the station  function inside duplex.c, decode  could run in parallel with encode , 

since they are completely independent. After applying pthread primitives to the encode  

function and joining it with the main thread within the same station  function, we have 

an even tighter schedule, as in Figure 12. 
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Figure 12 
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Results 
We can easily compare an eight-frame schedule from the initial duplex program (Figure 

13) and from the final one (Figure 14), both running on a generic dual-core system. 

 

Figure 13 

 

Figure 14 

Initially duplex took about 34.7 million cycles to process 8 frames. Now, it takes just 

about 21.2 millions, which is a speed up of about 38%. It is important at this point to 

bear in mind that the frame size has not changed. 

The saved cycles are now available for other in-frame computation. Or, they can be 

used to deliver the original performance level at a lower clock frequency, thus reducing 

the CPU’s power consumption. The final code employs available cores much more 

efficiently too: 90% average core utilization in Figure 14 against 55% in Figure 13. 

Because we only have four tasks, and none of them spawns multiple threads, it would 

be pointless to scale up the hardware to more than four cores. 

Moving to four cores would make no significant performance improvement either: after 

creating the decode  thread, main  has to initialize the encode  threads through the 

sb_encode  function. This is a time-consuming process that creates an unavoidable 

serialization and prevents the encode  and decode  threads to run as much in parallel 

as they otherwise could, even on a quad-core system. 

This can be easily simulated with Prism by changing the architecture from dual to quad 

core in the Architecture view, and assigning each task to a dedicated core in the 

Mapping view, as shown in Figure 15. 
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Figure 15 

Figure 16 shows the simulation results. 

 

Figure 16 
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Conclusions 
This case study showed that Prism can speed up the process of moving from sequential 

to parallel code. 

Prism made it easy to locate bad performance hotspots and to separate them into 

independent tasks without requiring code changes. 

The Dependencies view listed all lines of code that hampered parallelization, thus 

focusing our efforts towards the most cost-effective way of changing our program. 

The Schedule let us understand at a glance the behavior of our code, so that we could 

remove the last dependency and achieve a significant speedup. 

Prism promptly pointed out the lines of code that were affected with data races, which 

are usually tedious to track down. 

Lastly, exploring the scenario of a quad-core architecture quickly confirmed that it would 

only provide a marginal speedup. 



 Page 23 of 23 
© 2011 Issue 002   

 

References 
M. R. Schroeder and B. S. Atal, "Code-excited linear prediction (CELP): high-quality 

speech at very low bit rates" in Proceedings of the IEEE International Conference on 

Acoustics, Speech, and Signal Processing (ICASSP), vol. 10, pp. 937–940, 1985. 

J. M. Valin, Speex: A Free Codec For Free Speech, linux.conf.au (LCA) 2006. 

 


